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1 Introduction

This problem was presented by John Rogers of EcoArray for the Math-in-Industry workshop at Harvey
Mudd College . EcoArray is a company that makes specialized microarrays for environmental and ecological
research. The goal of this project was to rigorously identify contaminants that affect fish, and by extension,
humans, using microarray data. This is done by finding genes that are differentially expressed in fish under
normal conditions and under treatment by 8 different chemical families PCB − 126, Bis− A, Cd, Pb, Hg,
Phenantharene, Estradiol and Testosterone. EcoArray uses a proprietary black-box software program
called GeneSpring to identify differentially expressed genes that could serve as bio-markers for the 8 different
contaminants. The goal of this workshop problem was to develop a statistically robust method of identifying
differentially expressed genes given replicate measurements with very different levels of variability.

2 Background Information

In the past 10 years there has been an incredible surge in the development of high-throughput methods in
molecular biology that are producing genomic data sets of great interest and complexity. The hope is that
these new sources of data will help researchers characterize diseases like cancer at a fundamental level that
will lead to new methods of treatment that attack the cancer at the level of cellular aberration. One of the
most widely used of the high-throughput methods is microarrays. Microarrays allow us to measure the level
of expression for thousands of gene transcripts simultaneously on a single experimental glass slide or nylon
membrane. Microarrays can be used to measure the dynamic patterns of expression of all the genes in an
organism under normal cell activity (for example, the cell cycle in yeast) or in reponse to external stimuli
(for example a toxic substance or infection). In this project we consider the exposure of a species of fish
widely used in environmental studies called the Fathead Minnow to 8 different chemical substances. For
each of the 8 treatments we have 4 replicate measurements of gene expression for thousands of genes under
normal and treated conditions respectively. Due to the biological nature of the data, the range of variability
in the replicates is high and the goal of the project is to identify genes that are highly differentially expressed
under a treatment in a robust (low variance) manner.

3 Differential Expression

One of the most important problems in microarray data analysis is the problem of identifying genes that are
differentially expressed from a control state to a treatment state - in other words, we are interested in finding
out whether the level of expression of a gene is significantly different in the two conditions. An early approach
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to this problem [1] is to look at a simple fold change - a gene is considered to be differentially expressed
if its average expression level varies by more than a constant factor, usually 2, between the treatment and
control conditions. This approach is known to yield rather noisy results since a simple factor of 2 change has
quite a different significance if the level of expression is high or low. An attempt to address this problem is
using the t-test. Given a set of measurements xc

1, ..., x
c
n and xt

1, ..., x
t
n representing replicate measurements

for expression levels in the control and treatment respectively, the t-test uses the empirical means mc and
mt and variances sc and st to compute a normalized distance between the two populations in the form

t = (mc −mt)/

√
s2c
nc

+
s2t
nt

(1)

where, for each population, m =
∑

i xi/n and s2 =
∑

i(xi −m)2/(n − 1) are the usual empirical estimates
of mean and variance. It is known that the t statistic is approximately a Student distribution with

f =
[(s2c/nc) + (s2t/nt)]2
(s2

c/nc)2

nc−1 + (s2
t /nt)2

nt−1

(2)

degrees of freedom. When t exceeds a threshold depending on the confidence level slected, the two populations
are considered to be differentially expressed. In the t-test, the difference between the populations means is
normalized by the empirical standard deviations, so this addresses some of the limitations associated with the
simple fixed-threshold approach outlined above. One problem with this test is that the number of replicates
for microarray data, nc and nt are usually small due to the costs involved. This leads to poor estimates of
sample variance and make the t-test a less than ideal approach to the problem.

4 Bayesian t-test

One way to address the shortcomings of a t-test is using a Bayesian approach that was proposed in [2]. This
approach assumes that the expression levels of a gene measured multiple times under the same experimental
conditions will have a roughly Gaussian distribution. Given that gene expression (like the height of individu-
als in the general population) is influenced by many factors this is a reasonable assumption. Now, each gene
in each situation (treatment or control) is represented by a normal distribution N (x : µ, σ2). For each gene
and condition we have a two parameter model w = (µ, σ2). The Bayesian approach calls for the specification
of a prior P (µ, σ2) and this choice is part of the modeling procedure. In this approach the prior is chosen
to be conjugate - the associated distribution called the posterior takes the same form as the prior. If the
problem involves estimating only the mean of a normal model of known variance, it is known that the prior
and its conjugate are normal distributions. In the case of estimating the standard deviation of a model with
known mean, the conjugate prior is a scaled inverse gamma distribution (or 1/σ2 has a gamma distribution).
This leads to a hierarchical model with a vector of four hyperparameters for the prior α = (µ0, λ0, ν0) and
σ2

0 with the densities

P (µ|σ2) = N (µ;µ0, σ
2/λ0) (3)

and

P (σ2) = I(σ2; ν0, σ2
0) (4)

For data that comes from microarrays, it seems reasonable to assume that µ and σ2 are dependent. This can
be verified by looking at the plot in Figure 1. In this figure, for the 4 replicate measurements per gene we
plot the standard deviation as a function of the mean expression.
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Figure 1: Standard deviation σ as a function of mean expression level µ
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The hyperparameters µ0 and σ2/λ0 can be thought of as the location and scale of µ, and the hyperparameters
ν0 and σ2

0 as the degrees of freedom and scale of σ2. Using some algebra, one obtains the fact that the posterior
has the same functional form as the prior

P (µ, σ2|D,α) = N (µ;µn, σ
2/λn)I(σ2; νn, σ

2
n) (5)

with

µn =
λ0

λ0 + n
µ0 +

n

λ0 + n
m (6)

λn = λ0 + n (7)

νn = ν0 + n (8)

νnσ
2
n = ν0σ

2
0 + (n− 1)s2 +

λ0n

λ0 + n
(m− µ0)2 (9)

The parameters of the posterior distribution combine information from the prior and the data in a principled
way. The mean µn is a weighted average of the prior mean and the sample mean. The posterior degree
of freedom νn is the prior degree of freedom ν0 plus the sample size n and a similar result obtains for the
scaling factor λn. The posterior sum of squares νnσ

2
n is the sum of the prior sum of squares νoσ

2
0 and the

residual uncertainty indicated by the difference between the prior mean and the sample mean. In many
cases it is sufficient to use µ0 = m. The posterior sum of squares is then obtained by adding ν0 additional
observations with deviation σ2

0 . The posterior distribution P (µ, σ2|D,α) is the most important object of
Bayesian analysis and contains the relevant information about all possible values of µ and σ2. Now for each
gene we have two models wc = (µc, σ

2
c ) and wt = (µt, σ

2
t ); two sets of hyperparameters αc and αt; and two

posterior distributions P (wc|D,αc) and P (wt|D,αt). The posterior distribution is a much richer source of
information than simple parameter point estimates or the results of a simple t-test. For example, a gene has
the same mean expression under control and experimental conditions, but extremely different variances, this
difference is undetected by a t-test but easily identified from the posterior distributions.

5 Parameter point estimates

In order to compute a modified form of the t-test, we need to leverage the posterior distribution with all its
richness into single point estimates of the mean and variance of the expression level of a gene in the control
and treatment respectively. This can be done in a variety of ways. A robust approach is obtained using the
mean of the posterior (MP) estimate. This is given by

µ = µn and σ2 =
νn

νn − 2
σ2

n (10)

If we take µo = m we then get the following MP estimate:

µ = m and σ2 =
νnσ

2
n

νn − 2
=
ν0σ

2
0 + (n− 1)s2

ν0 + n− 2
(11)

In the the CyberT software, a modified t-test is implemented using the regularized standard deviation of
Equation (11). In the simplest case, where we use µ0 = m, we need to select the values of the background
variance σ2

0 and its strength ν0. A simple rule of thumb is to assume that l > 2 points are needed to estimate
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Figure 2: The output of CyberT ranked by increasing p-value

the standard deviation properly and then let n+ ν0 = l. A reasonable default value to use is l = 10. For σ0

we could use the standard deviation of the entire set of observations or, more subtly, on categories of similar
genes. In CyberT, the expression values of the genes is ranked and the user specifies a window size ws. The
default value is ws = 101 which corresponds to 50 genes immediately above and below the gene of interest.

6 Results

The top ranking results of the CyberT analysis on the data supplied by EcoArray are shown in Figure
2. These are markedly different from those obtained earlier by EcoArray using the black box routines
implemented in GeneSpring. The output of CyberT on the data are genes that have high differential
expression and low variance among the replicates. This suggests that we have implemented a statistically
robust method for identifying differentially expressed genes and used it successfully on the data. A further
indicator that our method produces more accurate bio-markers is the following: the biomarkers chosen
for Cd and Hg by our method have a high degree of overlap and this makes biochemical sense given the
similarity between these two toxins (see http://en.wikipedia.org/wiki/Cadmium)- the output produced
by GeneSpring did not have this additional signature of consistency.
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